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Cloud Storage Use Cases 

To illustrate real-world usage of AWS storage options, let’s explore a series of storage use case scenarios that illustrate 
how these alternatives can be deployed. For each scenario, we provide a background about the organization and its 
information processing needs, followed by the factors that were considered when evaluating these candidates. We then 
close with a description and diagram of the chosen storage architecture. 

Note that while each scenario will showcase a different combination of AWS storage options, in reality each of the AWS 
storage options could be employed in nearly every usage scenario. 

For details of the primary data storage options available in the Amazon Web Services Cloud, please see the main 
whitepaper: Storage Options in the AWS Cloud, at http://media.amazonwebservices.com/AWS_Storage_Options.pdf. 

Scenario 1: An IT Organization with Two Sets of Data 

This enterprise manages two disparate sets of information. Table-oriented data is maintained in an on-premise Oracle 
database, while a SAN is used as a repository for file-based information. For further safeguarding of these vital assets, 
tapes are used for backup and disaster recovery purposes. Approximately 20 GB of new information is generated each 
day. Unfortunately, the backup and archive management processes are cumbersome and expensive, while restoring 
archived information can take days to complete. The following figure shows the current configuration. 

 

In evaluating all potential solutions, the IT team is motivated to boost the reliability of its new storage architecture over 
the archaic tape system now being used. The speed of archiving and restoring data is a big factor, while cost is also a 
major determinant. Finally, any new arrangement must be able to work with their already-deployed storage 
management software. 

In this situation, the optimal cloud-based AWS storage architecture would employ Amazon S3 as the destination for both 
file-based and relational data. Here’s how it will work: 

http://media.amazonwebservices.com/AWS_Storage_Options.pdf�
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1. For file-based artifacts, access to Amazon S3 will be via the Amazon AWS SDK for Java and AWS Toolkit for 
Eclipse. 

2. Storage architects will create one or more uniquely-identified buckets in Amazon S3, each of which can hold an 
unlimited amount of backup data. 

3. For relational data, Oracle’s Secure Backup Cloud Module will be able to take advantage of existing RMAN scripts 
to back up information directly from the Oracle database into Amazon S3. For further information on how these 
products work together, see the white paper in the References section of this paper. 

4. Finally, the already-present third-party storage management solution can be used to manage the entire process, 
including encryption and other security details. 

The final storage architecture is depicted below. 

 

Scenario 2: A Media Company with Large Multimedia Files and Related Metadata 

This company provides a tremendous number of multimedia files (audio files, videos, and images), which are stored on 
internally hosted servers and made available over the Internet. In addition to the multimedia files themselves, each file 
requires a significant amount of metadata (such as title, author, keywords, size, and so on). The figure below shows the 
current configuration. 
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On the plus side, their web site is a hit. Both traffic and the number of managed multimedia files are growing rapidly, 
with tens of thousands of new multimedia files uploaded daily. Unfortunately, internal servers are failing to keep up with 
this demand—the sheer amount of data will soon overwhelm available disk storage, and the amount of necessary 
metadata indexing is outstripping processing capacity. In light of these facts, their architects decide to publish all content 
to the AWS cloud-based storage, thereby eliminating the need to purchase and maintain internal servers. Instead, users 
will directly fetch content from AWS-based storage. The combined solution uses Amazon S3, CloudFront, and SimpleDB: 

1. The application will be built with either the AWS Toolkit for Java or templates for Visual Studio .NET. 

2. The multimedia content will be stored in Amazon S3.  

3. After a multimedia artifact has been uploaded, a series of key-value pair entries is created in SimpleDB. These 
entries will contain metadata related to the multimedia content, and will be created using either the AWS-
supplied SOAP or REST-based API, or by using the AWS Toolkit for Java or AWS templates for Microsoft .NET. 

4. When a user wants to retrieve a particular object, the application will first search SimpleDB using the metadata 
supplied in a lookup form on the web site. Access to SimpleDB will be either via direct AWS SOAP or REST API 
invocations or the development platform plug-ins. 

5. When a reference to the multimedia entry has been located, a call to Amazon S3 or a corresponding CloudFront 
distribution will be made to retrieve the multimedia object itself. 

6. To maximize efficiency when accessing this information, frequently-requested “hot content” will be delivered 
using Amazon CloudFront via a global network of edge locations. Requests for multimedia objects will be 
automatically routed to the nearest edge location, thereby making this information available with lower latency 
and higher data transfer speeds. 
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The full solution is pictured in the figure below. 

 

Scenario 3: An IT Organization with a Large Data Warehouse 

This example illustrates how an organization that’s already using a cloud-based solution can extend its architecture to 
further leverage additional cloud storage techniques. In this case, a large corporation is maintaining a data warehouse on 
a High-CPU Extra Large Amazon EC2 instance, with ten 800 GB EBS volumes holding the information itself. The following 
figure shows the current configuration. 

 

While this architecture successfully meets business needs, some new requirements will mandate an extension to their 
storage composition. Specifically, a change to organizational policy now requires frequent data snapshots; these images 
need to archive supplementary data approximately every one to two hours. 

To satisfy this new necessity, Amazon S3 will be added to the mixture as follows: 

1. The Amazon EC2 instance and supporting EBS volumes will continue in their current roles. 
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2. Developers will write a script or small application that temporarily quiesces the data warehouse, then uses the 
Amazon EBS API to create incremental snapshots stored in Amazon S3.  

3. The new snapshot application will be run every 120 minutes using a Linux cron job or a Windows scheduled task. 

The updated design is shown in the figure below. 

 

Note that if the data warehouse was implemented using Amazon RDS, automated database backups and user-initiated 
DB Snapshots could have been used instead of EBS snapshots. 

Scenario 4: A Software-as-a-Service (SaaS) Cloud-Based Application 

A new SaaS application is in the planning stages. The solution will need to manage a variety of information, including 
traditional relational data, frequently changing status feeds, and large amounts of multimedia. The logic behind the 
application will be complex and processing-intensive, needing numerous joins of relational data to produce the required 
results. Finally, as is the case with virtually all of these types of solutions, users will demand high availability and fault 
tolerance. Rather than being forced to hand-code all of these availability-oriented capabilities, the designers hope to 
leverage the cloud for features such as replication, scalability, and automated backups, freeing their time for developing 
the core application logic. The architects of the new SaaS package opt for a collection of AWS storage offerings, each of 
which will handle a specific responsibility. 

First, RDS will serve as the repository for all information that requires full relational database infrastructure. In addition 
to processing complex cross-table joins, RDS will deliver high availability via its well-proven data replication architecture. 
It will be configured with a master database instance, with multiple supporting slave database instances as well. Read 
operations will be served by the slaves, with writes being processed on the master—all of which will be automatically 
managed by RDS. To further support data integrity, RDS will provide database administration as a service, with one-click 
vertical scaling, elastic storage, and automated backups. 

Multimedia objects will reside in Amazon S3, while SimpleDB will be tasked with maintaining the continually updated 
status feeds. Interaction with these storage repositories will be as follows: 

1. Administrators will stage and maintain the RDS instance using either Amazon’s command-line scripts or the basic 
web service API. 
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2. When the database has been created, developers will access it using JDBC or any other relational database-
aware technology. The fact that the storage is in the cloud will have no bearing on their software development 
responsibilities. 

3. Because status feeds are expressed in relatively simple key-value pairs, and there’s no need to perform 
transactions or cross-table joins, SimpleDB is the right choice to provide easily implemented, highly scalable 
storage for this information. To work with this data, developers may elect to use the SOAP or REST API, or the 
higher-level add-ins for Eclipse and Microsoft Visual Studio .NET. 

4. Finally, Amazon S3 is ideal for large, relatively static information such as the multimedia objects that form an 
integral part of this solution. Developers will use either the AWS SDK for Java and AWS Toolkit for Eclipse or 
templates for Visual Studio .NET to create, populate, and access uniquely-named Amazon S3 objects. 
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The following figure displays this architecture. 

 

Scenario 5: A Digital Asset Management System 

This medium-sized enterprise provides patent, legal, and other sensitive intellectual property management services to its 
clientele. The electronic assets (documents, drawings, images, and so on) that support these services are maintained in a 
proprietary database running on internally managed servers. As part of an ongoing drive to reduce costs and improve 
customer service levels, the architects are seeking to leverage the power and scalability of the cloud. 

Electronic assets are the lifeblood of the company, so it’s vital that any selected solution provide full internal control over 
these resources. To further protect the information, it will need to be stored in encrypted format and serviced by a 
robust backup/recovery mechanism. Additional requirements include rapid access to data, with storage and bandwidth 
being both scalable and affordable. Finally, the new data management design will need to provide workflow capabilities 
in support of daily operations. 
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The selected topography includes the following components: 

1. An internally configured and controlled Amazon EC2 instance will act as the database server. The enterprise will 
use one of Amazon’s existing database-oriented AMIs as a starting point. 

2. Several EBS volumes will provide scalable, secure storage and transaction log support to the database server. 

3. Amazon S3 will be used as a cloud-based data archival platform, providing encryption and versioning of all 
archived digital assets. 

4. SimpleDB will be tapped to hold key-value, schema-less information that will provide consistent reads for asset 
status. 

5. To deliver workflow capabilities, Amazon’s Simple Queue Service (SQS) will provide a reliable, highly scalable 
hosted queuing infrastructure, accessible from the Amazon EC2 instance via SOAP web services. 

The full architecture is shown in the figure below. 
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Scenario 6: A Social Web Application with Mobile Phone-Based Clients 

After a slow start, this web-based social application has seen a massive spike in traffic. The likely cause for this 
momentum is the release of a new client application designed for Smartphones. This innovative solution lets users view 
and upload status updates and multimedia artifacts such as photos, videos, and voice content. The server-side 
information repository was originally deployed using an on-premise MySQL database. It’s no longer possible to support 
the number of clients or the amount of managed information with that database alone. The architects want to avoid 
forcing a costly and time-consuming rewrite of their primary application, so most of the database-focused logic must 
remain unchanged. The following figure depicts the current system. 
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In this case, RDS is selected to supplant the on-premise MySQL database, and additional AWS storage offerings will 
complete the picture over time: 

1. Core application logic will continue to run on the company’s internal servers. 

2. A quadruple extra-large RDS instance will support the large amount of data being generated. 

3. Migration to the new RDS instance will be achieved with minimal effort using Amazon’s toolset. 

4. Traditional manual database administration tasks will be automated and managed by AWS. 

5. Access to the database from the application will continue to use existing JDBC code. Only the server address will 
change. 

6. Future enhancements to this architecture will include: 

a. Employing SimpleDB as a scalable, elastic repository for key-value pair oriented information 

b. Using Amazon S3 as a cloud-based archival and versioning platform for the large quantities of user-
supplied multimedia 

c. Shifting application logic onto one or more Amazon EC2 instances with supporting EBS volumes 

The new approach is shown in the figure below. 
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